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1 Introduction

Lore is a post-quantum key encapsulation mechanism (KEM) that achieves IND-
CCA2 security based on the hardness of the Module-LWR problem. Departing
from conventional designs that use a single modulus across all security lev-
els, Lore introduces two synergistic techniques: Variable Modulus and CRT
Compression. The Variable Modulus method employs a composite modulus tg
(with fixed ¢ = 257 and a security-dependent small ¢) to decouple the decryption
failure rate (DFR) from the modulus size, allowing the DFR to be set strictly be-
low 2 for each target security level A without wasteful over-parameterization.
CRT Compression leverages the Chinese Remainder Theorem to represent el-
ements of Z;, by their residues in Z, and Z;, and applies controlled rounding
steps that significantly shrink public-key and ciphertext sizes while introduc-
ing only a small, predictable error whose distribution is analogous to that of
LWR. The security of the resulting CRT-LWR, problem is formally reduced to
that of standard LWR. We provide a full security proof in the (quantum) ran-
dom oracle model and present concrete parameter sets for 128-, 256-, 384-, and
512-bit classical security that meet the requirements of NGCC [32]. A reference
implementation demonstrates that Lore achieves a combined public-key and ci-
phertext size 25%-30% smaller and a total cost 20%—24% smaller than Kyber
at equivalent security levels, while maintaining a DFR tightly aligned with the
target security bound (e.g., 27266 for 256-bit security). In summary, Lore offers
several advantages:

— Compactness: By leveraging CRT Compression, Lore achieves a signifi-
cantly smaller combined public key and ciphertext size (bandwidth) com-
pared to prior LWE schemes, as demonstrated in Table 1.

— Overall performance: Lore achieves a better total cost (as defined in the
NIST report [1], where transmission overhead is taken into account) com-
pared to Kyber, as shown in Table 4.

— Low DFR matching security level: Lore’s DFR is unconditionally below
27, satisfying the security reduction of the FO transform, eliminating the
need for query limitations and strengthening resistance to decryption-failure
attacks.

1.1 Design Rationale

The Lore PKE/KEM scheme is designed with the primary goals of achieving
compact bandwidth and a Decryption Failure Rate (DFR) that tightly matches
the target security level.

To date, many lattice-based public-key encryption (PKE) and key encapsu-
lation mechanism (KEM) schemes have been built upon the Learning with Er-
rors (LWE) problem following the LPR framework [30]. LPR-based encryption



Table 1. Comparison of bandwidth (|[PK| + |CT| in bytes) between Lore and other
lattice-based KEMs.

Scheme Level Assumption DFR |PK| |CT| Bandwidth
BAT-512 [20] NTRU  27™6 521 473 994
DAWN-alpha-512 [26] NTRU 273 615 436 1051
Lore-128 (This work) LWE 27'% 545 641 1186
NEV-512 [40] NTRU 278 615 615 1230
LAC-128-v3a [28] 1 LWE 27151 544 704 1248
Aigis-128 [41] LWE 2782 672 672 1344
SMAUG-T-128 [14] LWE 27118 672 672 1344
LightSaber [18] LWE 27120 672 736 1408
ML-KEM-2 (Kyber2) [37] LWE 27138800 768 1568
DAWN-alpha-1024 [26] NTRU  27%6% 1229 973 2202
Lore-256 (This work) LWE 27266 1058 1153 2211
BAT-1024 [20] NTRU  27'% 1230 1006 2236
NEV-1024 [40] NTRU 2752 1229 1229 2458
LAC-256-v3a [28] 5 LWE 27302 1056 1464 2520
FireSaber [18] LWE 27165 1312 1472 2784
SMAUG-T-256 [14] LWE 27191 1440 1376 2816
Aigis-256 [41] LWE 272 1472 1536 3008
ML-KEM-5 (Kyber5) [37] LWE 2717 1568 1568 3136




offers good efficiency and compact bandwidth together with a complete secu-
rity proof. CRYSTALS-KYBER [6] adopts Module-LWE instead of Ring-LWE
to achieve better scalability and high efficiency. Both CRYSTALS-KYBER and
SMAUG-T [14]—selected for standardization by NIST and KpqC, respectively—are
based on the module version of the LPR structure.

Although extensively studied, we believe that current schemes built on the
LPR structure still exhibit two aspects that need improvement. First, in terms
of total cost, when transmission overhead is accounted for (e.g., 2000 cycles/byte
for general-purpose use, following the NIST report [1]), the contribution of algo-
rithmic efficiency to the total cost is extremely small (less than 10%) compared
to the transmission component. Therefore, reducing bandwidth at the expense
of a modest efficiency loss can substantially enhance the overall performance of
the schemes. Second, in KEM designs the DFR directly impacts the security
guarantees of the Fujisaki-Okamoto (FO) transform. As shown by Hofheinz,
Hovelmanns, and Kiltz [25], the concrete security bound of an FO-derived KEM
includes an additive term equal to the decryption error probability of the un-
derlying PKE. Hence, to achieve A-bit security, the DFR must be negligible
(typically < 27*). Cini et al. [15] emphasize that decryption errors are crit-
ical because the FO proof relies on the error probability being bounded. A
non-negligible DFR invalidates standard FO proofs and may expose the scheme
to failure-exploitation attacks. The NIST call for proposals [33] notes that while
security estimates may assume at most 254 decryption queries per key pair, at-
tacks involving more queries cannot be ruled out. Nevertheless, most existing
schemes [6, 14] analyze DFR under this limited-query assumption, neglecting
the possibility of larger-scale failure exploitation. Moreover, the exact security
impact of a high DFR remains underexplored, and recent attacks exploiting de-
cryption failures [11,16,22,23,39] have raised serious concerns about the validity
of security claims when the DFR exceeds the target level. A scheme whose DFR,
matches its security strength therefore eliminates the need for query limits and
strengthens its resistance to failure-based attacks.

To address these issues, we design Lore, which simultaneously achieves com-
pact bandwidth, low total cost, and a Decryption Failure Rate (DFR) that
tightly matches the target security level.

1.2 Feature Statements

— Security foundation: Lore relies on the hardness of the MLWE/MLWR,
problem, a well-studied lattice assumption.

— DFR matching security: The DFR for each parameter set is strictly below
27 satisfying the security reduction of the FO transform, eliminating the
need for query limitations and strengthening resistance to decryption-failure
attacks.



— Compact bandwidth: The sum of public key and ciphertext sizes is 25%—-30%
smaller than Kyber at equivalent security levels (see Table 1), confirming
that the fixed-modulus approach inherently limits both DFR and bandwidth
when scaling security. This makes Lore one of the most bandwidth-efficient
lattice-based designs to date.

— Implementation friendliness: The use of fixed ¢ = 257 and small ¢ allows
efficient NTT and CRT-based arithmetic, simplifying implementation.

— Computational overhead: Due to separate operations in R, and R, Lore
is computationally slower than Kyber in pure computation. However, when
the estimated transmission cost of 2000 cycles per byte (as suggested by
the NIST status report [1]) is factored into the total cost, Lore’s substantial
bandwidth advantage more than compensates for its computational over-
head. At the 128-bit security level, Lore-128 reduces the total cost by approx-
imately 20% compared to Kyber-512. At the 256-bit security level, Lore-256
outperforms Kyber-1024 by roughly 24%.

2 Preliminaries

2.1 Notations

Matrices are denoted in bold uppercase letters (e.g., A), and vectors in bold
lowercase (e.g., y or z1). The i-th component of a vector is written as y;. Let
R = Zlz]/(z™ 4+ 1) be a polynomial ring, and for any positive integer ¢ define
Ry = Zglz]/(x™ +1). Fory = (yo + 12+ - + Yn—12" ", .0, Yooty + - +
Ykn—12"" 1) T € R¥, we define its foo-norm as ||y | s = maxo<i<kn |yi|, where the
coefficients are taken as integers in the range [—[q/2], |¢/2]]-

2.2 Lattice

An m-dimensional lattice is a discrete additive subgroup in R™ which can be
represented as the set of integer linear combination of n linearly independent
vectors {by, -+ ,b,}, i.e.

n
[:(B) = {szbz ‘ r; € Z,Vi € [1,...,n]},
i=1
where B = [by, -+ ,b,] is called a basis of £ which is not unique, n(n < m) is
the rank of the lattice, a lattice is called full-rank if m = n. The determinant of

L is defined as
det(L£) = 1/det(BTB).

The quantity det(L£) is invariant regardless of the choice of B. The dual lattice
L* is defined as
L={weR"|VveL (wvVv)eZ}



g-ary lattice As a kind of important lattices in lattice-based cryptography, a
g-ary lattice refers to the lattice such that ¢Z"™ C £ C Z™ where ¢ is an integer.

Two types of ¢-ary lattices frequently used in lattice cryptography are defined
as follows with respect to an n x m matrix B € Zg*™,

L,B)={y€Z™|y=B"xmodq,x€Z"},
E(JI‘(B) ={y €Z™ | By = 0mod ¢}.

2.3 LWE Problem

Learning with Errors (LWE) problem was proposed by Regev [34] in 2005 and
has been widely used in the construction of lattice-based cryptography. We first
introduce some definitions in order to describe LWE problems.

Definition 2.1 (LWE distribution). Let n > 1, ¢ > 2 and x be an error
distribution over Zg, given a secret vector s € Zy, the LWE distribution Ls
over Zy x Zq is sampled by choosing a < U(Zy) and e < X, and outputting
(a,b=(a,s) +emod q).

The LWE problem has a search version and a decision version, which are defined
as follows.

Definition 2.2 (Search-LWE). Given m independent samples (a;,b;) € Zy x

Zq drawn from Ls . for a fized s, the goal is to recover s.

In the following part of this paper, we denote A € Z;**" to be the matrix formed
by m rows {a;};"; and b = (by,ba, - , by,) " € ZI", where b; = (a;,s)+€; mod q.

Definition 2.3 (Decision-LWE). Given m independent samples (A, b) € Z;*"
XZLy', the goal is to distinguish whether they are drawn from Ls  (for some fized
but unknown s < x™) or from the uniform distribution over Zy**™ x Zy*.

We denote the LWE problem as LWE,, ,, 4 where the secret vector s <— x™ and
the error vector e < x™ are both drawn independently from the same distribu-
tion x. Applebaum et al. [5] proved that this variant is as hard as the standard
LWE problem (where s is uniform). Besides, to make LWE more practical in
cryptography, variants of LWE problems (e.g., Ring-LWE and Module-LWE)
have been investigated. More details of these variants can be found in [29]. We
remark that any MLWE, ;1 instance can be viewed as an LWE, ni y,q in-
stance, where n denotes the dimension of the polynomial ring.

Definition 2.4 (Standard LWE Encryption). A public-key encryption scheme
PKE = (KeyGen, Encryption, Decryption) based on LWE is defined as follows:

— KeyGen: Choose A < U(Z7]*"), sample s < X", e < x™, and set b =
As + e mod g. Output pk = (A,b), sk =s.



— Encryption: Given a message bit u € {0,1}, sample s’ + x™, € + x",
e < x. Compute Cy, = A's' + € mod q, C, =b's +e¢" + |¢/2]p mod q.
Output ¢ = (Cy, Cy).

— Decryption: Compute C!, = (C, — Cy 's) mod q. If |C!, — q/2| < q/4, output
1; otherwise output 0.

Correctness holds if the error term E = e's' —e'Ts + ¢ satisfies |E| < q/4.

2.4 LWR Problem

The Learning with Rounding (LWR) scheme, which was first introduced by
Banerjee et al. [7] and independently formalized by Alwen et al. [4], is a vari-
ant of the Learning with Errors problem. Its security is provably as hard as the
LWE problem under polynomial modulus reductions, while eliminating the need
for Gaussian sampling—a feature that significantly enhances computational ef-
ficiency and simplifies practical implementations.

More formally, the LWR-problem is defined via the following rounding func-
tion for integers N > p > 2:

l'lp: Zny = Zy :xz+— |(p/N)-z],

Definition 2.5 (Decision-LWR,, ,,p ny). Let n > 1, N > p > 2, given a
secret vector s € Z7% sampled from x, uniformly sample a public matriz A €
ZR*", computing the rounded product b = | A -s],, the tuple (A, b) constitutes
the LWR. sample. Similar to Decision-LWE, we now additionally sample a
uniformly random vector u < U(ZR), the goal of Decision-LWR . states that
(A, b) is computationally indistinguishable from (A, |ul,).

Definition 2.6 (Decision-MLWR,, , nx1.). For positive integersn,p, N, k, 1, x
with N > p > 2 and the dimension n of R, we say that the advantage of an ad-
versary A solving the Decision-MLWR,, ;, n 1,1 problem is
Adv%gy\fi,hx(“@ =
Pr[A(A, [b],) = 1| A « R, b+ RE]

—PrlA(A,|A s],) =1 A« Rfvxz, s < x|

2.5 Chinese Remainder Theorem

. . . o). . r
Let my, ..., m, be pairwise coprime positive integers, and let M = [[._; m,. For
any integers aq,...,a,, the system of congruences

x=a; modm; (1<i<r)



has a unique solution modulo M. This solution is given by
M (MmN
szai— (() modmi> mod M.
=1 T\ T
Consequently, the map

Zpg — Ly X+ X Lo, 2z mod M — (z mod my, ...,z mod m,)

is a ring isomorphism.

In this work we apply the CRT to the modulus tq, where ¢ and g are coprime.
For any x € Zq, we write z; = x mod ¢t and z, = x mod ¢. Then z is uniquely
determined by the pair (z;, z4) via

r=x-q (¢ modt) +x,-t-(t7' modq) mod tqg.

2.6 The CRT_LWR Problem

For any integer t > 2, define the symmetric residue system

= {51 [51])

which is a complete set of representatives for Z,. For z € Z;, denote by = mod *t
the unique element of Sym(¢) congruent to  modulo .
Given a non-empty set Sg C Z;, define the rounding function

|x]s, = arg Hliél dist(z’,z), dist(z’,z) = min{|z’ — z|, t — |2’ — 2|},
z'E€ESR

where distances are computed by lifting to representatives in {0,1,...,t — 1}.
Ties are broken by choosing the ' € Si that minimizes (x — 2’) mod ¢ (where
the modulo operation returns a value in {0,1,...,t —1}).

Definition 2.7 (Decision-CRT_LWR). Let n,m > 1, and let t,q > 2 be
coprime. Let s € Zy, be a secret vector and Sgr C Z non-empty. Choose A €
L™ uniformly. Compute

b, = [(Asmod t)[4 € Zf",

b, = (As + (b; — (As mod t)) mod it) mod q € Z",

where the reduction mod*t is applied componentwise. The triple (A, by, by) is
called a CRT_LWR sample. The decision problem asks to distinguish such sam-
ples from those generated by a uniformly random u € Zj; with (b, by) =
(|lu mod t]s,, umod g).



2.7 Reduction from CRT_LWR to LWR

We first recall the standard LWR problem. For moduli N > p, a secret s € Z%,,
and a random A € ZJ", define v. = Asmod N. The LWR sample is (A,b)
with b = [£v] mod p (downward rounding). This variant is equivalent to the
usual nearest-integer LWR.

Set N =tq and p = ¢, so & = 1/t. Write v = tL; 4+ Ly with 0 < L; < ¢,
0 < Ls < t. Then the LWR sample is (A, b = L; mod q).

Theorem 2.1 (Singleton rounding set). Let t,q > 2 be coprime, ¢ = [151],
and Sg = {c}. Any distinguisher for Decision-CRT_LWR. with these parame-
ters also distinguishes downward rounding LWR, with modulus tq and rounding
modulus q, with the same advantage.

Proof (Sketch). Given an LWR sample (A,b), construct by = ¢ and b, =
tb + cmod ¢. If b is genuine, v = tb + Ly and ¢ — Ly € Sym(t), so by =
v + (¢ — L2) mod ¢ = tb + ¢ mod ¢ matches the CRT_LWR definition. If b is
uniform, b, is uniform (since ¢ invertible mod ¢) and b, constant ¢, matching
the random CRT_LWR distribution. Hence any CRT_LWR distinguisher directly
distinguishes LWR. ad

Theorem 2.2 (Two-element rounding set). Let t > 2 be even, q coprime
tot,c= 52|, and Sg = {c, c+L}. Any distinguisher for Decision-CRT_LWR
with these parameters also distinguishes downward rounding LWR, with modulus
tq and rounding modulus 2q, with the same advantage.

Proof (Sketch). From a downward rounding LWR sample (A, b) (modulus 2¢),
write b = 2L; + & with 6 € {0,1}™. Construct by = ¢+ 6% and by, = b +
¢ mod gq. For a genuine sample, v = tLj +Lo, and one checks that |La] s, = c—i—(%
and by, = v + (|Lg]s, — L) mod ¢ = tLy + ¢+ 65 = b + ¢, matching the
CRT_LWR construction. If b is uniform, the map b — (8, £b + ¢) is bijective,
s0 (by,bg) is uniform over {c,c+ £}™ x Z™, exactly the random CRT_LWR

q K
distribution. Thus a CRT_LWR distinguisher yields an LWR distinguisher. O

The specific value of ¢ is not essential; any ¢y € Z; gives an equivalent prob-
lem via a translation of the secret. Moreover, the downward rounding variant is
equivalent to the standard nearest-integer rounding LWR via a simple transfor-
mation (e.g., adjusting the secret or adding a constant), so the reductions apply
to the usual LWR as well.

2.8 CRT_MLWR Problem

We extend the definition to the module setting.



Definition 2.8 (Decision-CRT_MLWR,, 11+ ). Let n,t,q,k,1 be positive
integers with t and q coprime, and let x be a distribution over Riq. Let S C Zy

L, choose A quXl uniformly and

be a non-empty set. For a secret s € th,

compute
b, = [(Asmod )]s, by = (As+ (b; — (As mod #)) mod “t) mod g,

where all operations are componentwise. The decision problem asks to distinguish
(A, by, by) from (A, |bmod t]s,,bmod q) with b + R}, uniform. Formally,
the advantage of an adversary A is

CRT_MLWR
Advn,t,q,k,l,x (A) =

Pr[A(A, b mod t]s,.bmod q) = 1| A + R{', b+ Rf]

tq

— Pr[A(A,b;,b,) =1 A+ R s+ ]|

tq

2.9 Public Key Encryption and Key Encapsulation Mechanism
We recall the standard definitions of PKE and KEM.

Definition 2.9 (PKE). A public-key encryption scheme consists of three PPT
algorithms (KeyGen, Enc, Dec):

— KeyGen(1"): outputs a public key pk and a secret key sk.
— Enc(pk, p): outputs a ciphertezt ¢ for message p.
— Dec(sk,c): outputs a message p (or L).

Definition 2.10 (KEM). A key encapsulation mechanism consists of three
PPT algorithms (KeyGen, Encaps, Decaps):

— KeyGen(1"): outputs (pk, sk).
— Encaps(pk): outputs a shared key K and a ciphertext c.
— Decaps(sk, ¢): outputs a shared key K.

Definition 2.11 (Completeness/DFR). A PKE (or KEM) is (1 —d)-correct
if for all (pk, sk) generated by KeyGen and any message p (or any randomness
of Encaps),

Pr[Dec(sk, Enc(pk, ) # p] < 0,

where the probability is over the encryption randomness. The quantity § is called
the decryption failure rate (DFR). In the (Q)ROM, the probability also includes
the randomness of the (quantum) random oracle.



Definition 2.12 (IND-CPA security of PKE). For an adversary A = (A1, A2),
define

(pk, sk) < KeyGen(1*)
_ t) « Ai(pk) 1
AdyIND—CPA —prly = (Hosp1, 5 1 _ 2|
Ve (4) ri=0 b+« {0,1}; c < Enc(pk, 1) 2

b+ As(pk,c, st)

Definition 2.13 (IND-CPA and IND-CCA2 security of KEM). For an
adversary A,

(pk, sk) + KeyGen(1*) 1
Adviny P2 (A) = [Pr [0 =b | b+ {0,1}; (Ko, c) < Encaps(pk) | — 30
Ky + K; V « A(pk, ¢, Ky)

where K is the key space. For IND-CCA2, A additionally has access to a de-
capsulation oracle Decaps(sk,-) at any time (both before and after receiving the
challenge ciphertext), but may not query the challenge ciphertext itself.

Definition 2.14 ((Q)ROM security). Let S € {PKE,KEM}. For T,e >0, S
is said to be (T,€)-ATK secure in the (Q)ROM if for any (quantum) adversary
A running in time at most T, making at most qg (quantum) random oracle
queries and (if applicable) at most qp decryption/decapsulation queries, it holds

that Adve™(A) < e.

2.10 Encoding

In standard LPR encryption, each plaintext bit is directly embedded into a poly-
nomial coefficient by multiplying by [tq/2]. To achieve a decryption failure rate
strictly below the target security bound 2~ without inflating the dimension n or
the modulus tg, we incorporate error-correcting codes (ECC) into the plaintext
encoding. The choice of encoding depends on the security level and the ratio be-
tween the polynomial dimension n and the plaintext length k = A (the message
space of the KEM is consistent with the security level):

— Repetition code (128-bit security): Let ky.c = n/k (an integer). Each
message bit is repeated kyec times across the polynomial coefficients. Dur-
ing decryption, the receiver sums the kye. recovered integer values (each in
[—tq/2,tq/2)) corresponding to the same message bit, obtaining a total S.
If |S] < kvec - tq/4, the bit is decoded as 0; otherwise as 1.

— BCH code (256-, 384-, and 512-bit security): When n is close to &,
repetition becomes inefficient. Instead, we use a shortened binary BCH code
that maps the x-bit message to an n-bit codeword. The decoder can correct
up to 7 symbol errors (in the recovered integer values after hard thresh-
olding), reducing the effective DFR to the required negligible level while
maximizing bandwidth utilization.

10



The encoding step is integrated into the Encode function used in Algo-
rithm 11. Concretely, Encode first applies the chosen ECC to expand the k-bit
message into an n-bit string, and then maps each bit to a coeflicient |tq/2] as
described in Algorithm 8. The exact parameters (kyvec, BCH parameters) are
given in Table 2.

3 PKE and KEM Schemes

3.1 Overview

Our design builds upon the well-established LPR framework but introduces two
novel techniques—Variable Modulus and CRT Compression—that together
offer greater flexibility in parameter selection and enable compact bandwidth. In
this section, we first outline the foundational concepts and the challenges they
pose, and then provide a detailed explanation of Lore’s core innovations.
Foundation: LWE-based PKE and the FO Transform. The Learning With
Errors (LWE) problem and its structured variants (Ring/Module-LWE) [6, 30]
provide the foundation for modern lattice-based cryptography. In a canonical
LWE encryption scheme, the public key is (A, b = As+e mod ¢) and a message
w is encrypted as (C, = ATs' + € modq, C, =b's +e” + 2] 1 mod q).
Decryption correctness relies on the magnitude of an error term E = e's’ —
e'Ts + ¢” being less than ¢/4.

To achieve IND-CCA security, these IND-CPA secure PKEs are typically
transformed into KEMs using the Fujisaki-Okamoto (FO) transform [21]. A
critical requirement stems from the concrete security bound of an FO-derived
KEM: as formalized in [25], this bound inevitably includes an additive term
equal to the decryption error probability of the base PKE. Consequently, the
underlying PKE must have a DFR that is not only negligible, but specifically
matches the target security parameter A (i.e., DFR < 27%). A non-negligible
DFR directly undermines the security proof and can expose the scheme to failure
exploitation attacks. While generic compilers can transform a PKE with a non-
negligible DFR into one with a negligible DFR [15], they do so at a significant
cost to efficiency and bandwidth—for instance, by expanding the ciphertext size
multiplicatively.

Despite these stringent theoretical requirements, many lattice-based KEMs
exhibit DFRs that are not optimally aligned with their claimed security levels.
For instance, Kyber [6]—one of the NIST-selected algorithms—employs a fixed
modulus across all security levels to simplify implementation. This design choice,
while practical, results in a DFR of approximately 2717* for Kyber1024, which
is significantly higher than the 272°¢ threshold required for 256-bit security.
This gap shows that the fixed-modulus constraint prevents achieving an opti-
mally balanced parameter set for higher security levels. Similar trade-offs can

11



be observed in other schemes like SMAUG-T [14]. This inflexibility—the inabil-
ity to fine-tune the DFR to precisely match each security level—is the primary
challenge our work addresses.

Core Innovation: Variable Modulus and CRT Compression. To over-
come this limitation, we introduce Variable Modulus. Instead of using a sin-
gle modulus ¢, Lore operates with modulus tq, where ¢ = 257 is fixed and ¢
is a small power-of-two (2 or 4) chosen per security level. This decouples the
modulus size from the lattice dimension, enabling fine-grained control over the
error term E and allowing us to achieve a DFR strictly below 27 without
over-parameterization.

To implement variable modulus efficiently, we propose CRT Compression.
Since t and ¢ are coprime, every element x € Z, is uniquely represented by its
residues (x4, x4) € Z¢ X Zg via the Chinese Remainder Theorem. All computa-
tions can then be performed on these smaller rings, and transmission can store
only the residues, reducing bandwidth. Inspired by LWR, we apply a controlled
rounding step to the CRT components: rounding z; to a small set Sg C Z; (e.g.,
a singleton or two elements) reduces its storage to log, |Sg| bits, while rounding
x4 to a coarser set further compresses C,. This rounding introduces a small,
predictable error, analogous to LWR, and its security is reducible to standard
LWR. Together, Variable Modulus and CRT Compression enable Lore to achieve
both low DFR and compact bandwidth.

Optimizations for Compactness and Efficiency. To further enhance prac-
ticality, Lore incorporates several optimizations:

— Fixed Weight Sampling: The secret vectors in Lore (e.g., s,s’) are sam-
pled from a fixed-weight distribution: the total number of coefficients equal
to each value in {—2,—1,0,1,2} is predetermined (see Table 2). When re-
stricted to {—1, 0,1}, this reduces to the fixed Hamming weight distribution,
which has been widely used in LWE-based designs [14,27]. Fixed-weight sam-
pling reduces DFR and improves computational efficiency, albeit at the cost
of slightly reducing security by enabling hybrid attacks [9,19, 36].

— Efficient modulus choice: To support fast polynomial multiplication, we
need a primitive 2n-th root of unity in Z,. For a fully splitting NTT, this
requires a prime ¢ such that 2n | (¢ —1). Our fixed modulus ¢ = 257 satisfies
g —1 = 256 = 28, which only guarantees a 256-th root of unity. Hence, for
n = 512 (requiring a 1024-th root), we cannot use a full NTT. Instead, we
employ an incomplete NTT that factors R, into irreducible polynomials of
degree d = 2 or 4 (as in [31]), achieving comparable efficiency to power-
of-two NTTs. The parameter ¢ is chosen as a small power-of-two (2 or 4),
allowing highly efficient arithmetic in R; without NTT.

— Lossless Coding of Public Key and Ciphertext: To further reduce
bandwidth, we use a simple variable-length encoding for elements of b € Z,
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(with ¢ = 257). As shown in Algorithms 1 and 2, values 0 < a < 254 are
encoded as 8 bits, while x = 255 and x = 256 are encoded as 9 bits (prefix
255 followed by one bit). Since the elements are uniformly distributed, the
average length is % -9+ % -8 = 8.008 bits per element, saving nearly 1
bit per element compared to a naive 9-bit encoding. This method extends

naturally to ring elements by applying it coefficient-wise.

Error correction: We incorporate error-correcting codes (ECC) into the
plaintext encoding before encryption. Since the underlying LWE encryp-
tion is IND-CPA secure, adding ECC does not affect security, and constant-
time implementations of repetition codes and BCH codes are well studied in
lattice-based designs. So the ECC parameters are utilized to further lower
the effective DFR as listed in Table 2 (e.g., repetition for 128-bit security,
BCH for higher levels).

Algorithm 1 EncodeToByte

Input: Integer x € Z, where ¢ = 257

Output: Bit string z’

. if x < 255 then

2’ < 8-bit binary representation of x {Padded with leading zeros if necessary}

1
2
3: else
4:
5
6

z' <= 11111111 || 1-bit binary representation of (z — 255) {11111111 = 255}

: end if
: return z’

Algorithm 2 DecodeFromByte

Input: Bit string «’

Output: Integer z € Z,; where g = 257

Let boby - - - by be the first 8 bits of z’
if boby ---b7y = 11111111 then
Let bs be the 9th bit of 2’ (must exist)
x < 255 + value of bg {bs is 0 or 1}
else
r <+ integer value of bob; - - - b7
end if
return x

13



3.2 Core Strategy: Variable Modulus and CRT Compression

Variable Modulus. As discussed, the FO transform’s security proof requires
that the DFR of the underlying PKE be strictly less than 27*. However, many
practical schemes adopt a fixed modulus across all security levels for implemen-
tation simplicity, often at the cost of an optimally balanced parameter set that
precisely meets this DFR requirement. To address this, we introduce the Vari-
able Modulus technique, which employs a modulus of the form tq, where ¢ is
a fixed base and t is a security-level-dependent parameter. On one hand, this
provides the flexibility to select parameters that yield a DFR just below 27*
without over-engineering. On the other hand, it simplifies implementation by
reusing core arithmetic modules (e.g., the NTT in R,) across different secu-
rity levels, thereby offering a new trade-off between implementation complexity
and parameter flexibility. As will be detailed later, this flexibility also enables
improved bandwidth efficiency across all security levels compared to previous
fixed-modulus designs.

CRT Compression. Compression via rounding is widely used in lattice-based
KEMs to reduce bandwidth (e.g., Kyber [6] and Saber [17]). The idea is to scale
an element by a factor p/q and round to an integer, discarding low-order bits
while introducing a small deterministic error. In Lore, elements are represented
in CRT form: for coprime ¢ and ¢, any & € Z, corresponds uniquely to the
pair (z4,2¢) with z, = z mod ¢ and z; = x mod ¢. Storing the pair instead
of z already reduces bandwidth when using the lossless coding for storing z,
combined with small ¢ (e.g., ¢ = 2 or 4).

Rounding in the CRT representation is facilitated by the fact that adding an
integer € to z adds the same ¢ to both residues: z; = x,+¢ (mod gq), 7; = 2 +¢€
(mod t). Thus, to round = to a nearby value 2’ = x + ¢, we can adjust both
residues by the same e. Our CRT Compression chooses € so that one of the
residues (say z;) falls into a small predefined set Sg C Z;, thereby reducing its
storage cost.

Take ¢ = 2 as a concrete example. For a given x4, set ¢ = 0 — x; mod 2 (i.e.,
e=0ifx; =0,and e = 1 if 7, = 1). Then define x; = z,+¢€ (mod ¢) and z} = 0.
The new element 2’ = = + € satisfies 2’ = x;, (mod ¢) and ' = 0 (mod 2); its
CRT representation is (zy,0). Storing only x (and implicitly knowing that the
Zs component is fixed to 0) saves 1 bit compared to storing the full pair. The
error € is deterministic and uniformly distributed in {0,1}. This operation is
analogous to rounding in LWR and yields a sample of the CRT-LWR problem
defined in Section 2.6, whose security reduces to standard LWR (Section 2.7).

Different parts of the public key and ciphertext tolerate different amounts of
rounding error. For instance, errors in C, are multiplied by the secret during
decryption, whereas those in C, are not. Therefore, Lore applies two distinct
compression strategies:
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— Public key and C,: Compress the Z; component by rounding x; to a set
Sgr. The size of Sg (hence the bits needed to encode the rounded value)
depends on the security level: for our four target levels (128, 256, 384, 512
bits), this requires 0, 0, 1, 1 bits respectively. The rounding error is uniformly
distributed in {0, 1}, and the compression and decompression procedures are
given in Algorithms 3 and 5.

— Cy: Compress the Z, component by rounding z, to a set of size 2!, where
I = 1 for the four security levels. This yields a more aggressive bandwidth re-
duction. The rounding error is uniformly distributed over the integers in the
interval [—q/2!71, ¢/2'*1]. The corresponding algorithms are Algorithms 4
and 6.

All algorithms are designed to be applied componentwise to ring elements. And
this flexible design allows us to tune the rounding error and bandwidth savings
independently for each security level and for each part of the ciphertext.

Algorithm 3 Compression
Input: x4, € Zg,x¢ € Zy;
Output: z) € Zq,z} € ZLyya;

1: assert x4, = mod ¢ and x; =« mod t for some x € Ziq
2: zp = |2 /2]

3: 2 =22, modt

4: x) = 2q + (z/ — 2¢ mod® t) mod ¢

5: return (z,z})

Algorithm 4 Compressionc,

Input: x4 € Zg,z¢ € Z¢,1 : target bit length for storing z;
Output: z; € Zy,z; € Zy;

: assert x; =« mod ¢ and xx = x mod t for some x € Zyq
z, = [2'z4/q+1/2] mod 2!

ay =% a2+ 3] modgq

zp =z + (2} — 2 mod® ¢) mod ¢

return (z,z})

3.3 Public Key Encryption Algorithm

The formal definition of the PKE scheme is given below. We denote by R, =
Zig|z]/(x™ + 1) the polynomial ring, and by R, R, the respective residue rings.
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Algorithm 5 Decompression

Input: xj € Zq,x} € Zyo;

Output: =’ € Ziy;

1: z = 2z,

2: 2/ = (af-t-(t7" mod q) + ¢ - q- (¢ mod t)) mod tq
3: return z’.

Algorithm 6 Decompressionc,

Input: z) € Zy,x; € L, ;

Output: =’ € Zyy;

Lozf =& 2+ %] modg

2: @’ = (@ -t (t"' mod q)+ ;- q- (¢ " modt)) mod tq
3: return z’.

All operations on vectors and matrices are applied componentwise to the poly-
nomial coefficients.

Key Generation. The keygen process of our scheme follows a standard MLWR
key generation process under the modulus tq as shown in Algorithm 7. The main
difference is that CRT Compression is used instead of the rounding technology
of LWR.

Algorithm 7 PKE_KeyGen
Input: 1%,

Output: pk, sk;

: seed < {0,1}7°

(seeda, seedsy) < Hgen(seed)

A + expandA(seeda) € quXk

s < expandS(x, seedsi) € RE,

by <+ As mod ¢, by < As mod t
(bg, b;) «+ Compression(bg, bt)
by < EncodeToByte(by)

return pk = (seeda,by,by), sk =s.

Encryption. The encryption procedure is given in Algorithm 11. During encryp-
tion, all elements are kept in CRT representation, so computations are performed
separately modulo ¢ and modulo ¢. Line 6 is equivalent to first decompressing b’
via Decompress(b/,, b}) and then computing (C},, C},) as Compressionc, (b'"s'+
Encode(u,n, x,A) +¢€” mod ¢, b’Ts’ +Encode(u,n, x, \) +¢€” mod t). The extra

noise term ¢ ensures that C, mod ¢ is uniformly distributed over Z;.
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Algorithm 8 Encode
Input: u € {0,1}", Polynomial degree n, Message length k, Security level \;
Output: M € Ryqy;
: if A =128 then
M <+ Encode REP(u,n, k)

1
2
3: else

4: M < Encode_.BCH(y, n, k)
5: end if

6: return M

Algorithm 9 Encode REP
Input: p € {0,1}", n, k;
Output: M € Ryq;

: kyee < /K

1

2: for ¢ from 0 to Kk — 1 do
3 for j from 0 to kyec — 1 do
4 1dx < 1 - kyee + J
5: Midm < Wi %q
6 end for

7: end for

8: return M

Algorithm 10 Encode_ BCH

Input: u € {0,1}", n, k;

Output: M € Rqq;

1: ¢ + BCH_Encode(u,n, ) {c € {0,1}"}
2: for ¢ from 0 ton — 1 do

3: M; +c; - %1

4: end for

5: return M

Decryption. The decryption process is given in Algorithm 15. Steps 2—4 are
equivalent to first decompressing C,, and C,, via Decompression and Decompression, ,
then computing res = C,, — C,l's mod tq.

3.4 Key Encapsulation Mechanism Algorithm

We now present the Lore KEM scheme, which is obtained by applying the Fu-
jisaki-Okamoto transform [21] to the IND-CPA-secure PKE described in Sec-
tion 3.3. The resulting KEM is IND-CCA2-secure in the (Q)ROM under the
assumptions stated in Section 4. Algorithms 16, 17, and 18 define key genera-
tion, encapsulation, and decapsulation, respectively.
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Algorithm 11 PKE_Encryption

Input: pk,p € {0,1}", seedy;

Output: C;

1: A + expandA(seeds) € Rﬁ;k

2: s’ + expandS(x, seed,) € Ry, e’ « expandS(U(—1%, L], seed,) € Riq

3: by, + DecodeFromByte(by)

4: Cug+ ATs' mod ¢,Cus — ATs mod ¢

5: (Clyg, C'ut) + Compression(Cugq, Cut)

6: Cuq < bl's'+Encode(u, n, 5, \)+€” mod g, Cot < (2b};) 's'+Encode(u, n, £, \)+

e’ mod t
(Crq, C'vt) « Compressionc, (Cuq, Cut, 1)

C.., + EncodeToByte(Cy,,)
9: Output: C + (Ci,, Ciy, Crg, Cuy)-

Algorithm 12 Decode
Input: M € R, Polynomial degree n, Message length k, Security level A;
Output: Plaintext p € {0,1}";
: if A =128 then
1 < Decode_ REP(M, n, k)

1
2
3: else

4:  p <+ Decode . BCH(M,n, k)
5: end if

6: return p

Algorithm 13 Decode_ REP
Input: M € Ry, n, K;
Output: Plaintext p € {0,1}";

1: kyec < n/k

2: for ¢ from 0 to K — 1 do

3: So 0, S1+0

4: for j from 0 to kyec — 1 do

5: 1dx < 1 - kyee +J

6: So < So + abs(Mia, mod *tq)
T: Si < S1 + abs((tq/2 — Miaz) mod *tq)
8: end for

9: if So > 51 then
10: i 1
11: else
12: wi <0
13: end if
14: end for
15: return p
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Algorithm 14 Decode_.BCH

Input: M € Ryq, n, K;

Output: Plaintext p € {0,1}";

: Let ¢/ be an empty bit array of length n

: for ¢ from 0 ton — 1 do
if 4-|(M; mod tq) — ¥| < tq then
i+ 1
else
¢+ 0
end if
end for
: pu < BCH_Decode(c’,n, k)
return p

© X TP TR Wy
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Algorithm 15 PKE_Decryption
Input: sk, C;

Output: p';

: C,4 < DecodeFromByte(C,)

resq < [3rCuq + 1] - C;qTS mod ¢

resy < Chy — (2C4;) 's mod ¢

res < (resq-t-(t7' mod q) + res: - ¢ - (¢ mod t)) mod tq
i’ < Decode(res, n, k, \)

Output: p'.

Algorithm 16 KEM _KeyGen
Input: 1%,

Output: sk, pk;

1: z « {0, 1}256

2: (sk',pk) +— PKE_KeyGen(1)

3: return (sk = (sk', pk, H(pk), 2), pk)

Algorithm 17 KEM_Encaps
Input: pk;
Output: ¢, K;
1: m+ {0,1}*
(K,r) « G(H(m)||H(pk))
¢ < PKE_Encryption(pk, m, )
K « KDF(K||H(c))
return (c, K)

3.5 Specification

The Lore PKE and KEM schemes rely on the following building blocks, which
are instantiated with standard symmetric primitives:
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Algorithm 18 KEM _Decaps
Input: sk,c;

Output: K;

1: m’ < PKE_Decryption(sk, c)
2 (K',r)  G(H(m') | H(pk))
3: ¢’ « PKE_Encryption(pk,m’,r")
4: if ¢/ = c then

5: K < KDF(K'||H(c))
6
7
8
9

: else

K + KDF(z||H(c))
: end if
: return K

— Hash function H.,: Used to split a master seed into seeds for matrix gen-
eration and secret sampling. Implemented with SHAKE256/SM3, producing
the required number of output bits.

— Extendable output function expandA: Derives the public matrix A €
quXk from a seed seedy. It uses SHAKE256/SM3 and the output is inter-
preted as integers in [0,tq — 1].

— Extendable output function expandS: Generates secret vectors (e.g., s,
s’, ) from a seed according to the fixed-weight distribution described in

Table 2 or uniform distribution on Z,;. It employs SHAKE256/SM3 to pro-

duce a stream of random bits, from which the positions and values of the

non-zero coefficients are selected using a constant-time algorithm (e.g., based
on rejection sampling or a fixed-weight encoding).

All hash functions (H, G, KDF) are instantiated using SHAKE256/SM3. In
the KEM, H is used to hash the public key and the ciphertext; G is a hash
function with output length |K| + |r|, where |r| denotes the number of random
bits required by PKE_Encryption; and KDF is a key derivation function also
implemented with SHAKE256/SM3. Note that both SHAKE and SM3 provide
up to 256-bit security, and currently no hash function can achieve 384-bit or
512-bit security. Therefore, for implementations targeting those higher security
levels, we currently use the 256-bit versions as temporary references. Once an
algorithm that meets the required security level becomes available, it will be
replaced accordingly.

4 Security Analysis

4.1 Completeness and DFR

With the algorithms described in Section 3.3, we first establish the correctness
(completeness) of the Lore PKE scheme.
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Theorem 4.1 (Completeness of Lore.PKE). Let A € quXk, b € R},
€’ € Ryq, and let the secret vectors s, s’ € qu be sampled from the fized-weight
distribution specified in Table 2. Assume that t and q are coprime. Define the

errors introduced by the CRT compression steps (see Section 3.2) as

€1 := Decompress(b}, b;) — As  (mod tg),
€2 := Decompress(C!,,C!,) — A's' (mod tq),

uq?

€3 := Decompressiong, (C,,, Cyy, 1) — (b/TS/ + Encode(u, &, \) +€”)  (mod tq),

where b’ = Decompress(by, by) is the decompressed public key. Let 6 denote the
Decryption Failure Rate (DFR), then for different error-correcting code (ECC)
strategies, we have

K * Dyec, TEPEtition strategy,
6 — New N ) )
( c_w>p3(1 — p)New=J BCH strategy.
J=Tbeh+1
where the probability is taken over the randomness of the encryption algorithm.

Then Lore.PKE is (1 — 6)-correct.

Proof. We first note that the encryption and decryption procedures are equiv-
alent to a standard LWE encryption with modulus tq, except that the usual
Gaussian noise is replaced by the deterministic rounding errors €1, €3, €3 coming
from CRT compression. Indeed, during decryption we compute

Cy, — C, s = Decompressiong, (C;,,, Cy,,1) — Decompress(C},,,C,;)'s (mod tq)
= (b’’’ + Encode(, k,\) + €’ + €3) — (ATs' +€2)'s) (mod tq)
= Encode(p, 5, A\) + (As+€)'s' + ¢’ +e3 — (As)'s' —egs  (mod tq)

= Encode(u, 5, \) + €/ 8 + ¢’ + €3 —€e5s  (mod tq).

The message p is correctly recovered if the absolute value of the combined
error term F = €] s’ +¢” + €3 — €] s for each coefficient is strictly less than tq/4.
Let p = Pr[|E| > tq/4] denote the raw failure probability of a single coefficient.
To tightly bound the overall Decryption Failure Rate (DFR) §, we evaluate it
according to the chosen error-correcting code strategy:

— Repetition Strategy (Soft Decision): For a message of length «, each bit
is expanded to k. = n/k coefficients. The decoder aggregates the absolute
distance of the errors across the k.. coefficients. Let FEyyp = Ef;f EU )| be
the convolution of k.. independent absolute error distributions. A message
bit decoding fails if Egum > kyec - %q. Let this block failure probability be
DPvec = Pr[Egym > kvec%]. By the union bound, the overall DFR is strictly
bounded by:

6§ K * Pyec
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— BCH Strategy (Hard Decision): For a BCH code designed to correct up
t0 Tpep, errors over an effective codeword length N, (where N, represents
either the truncated standard code length or the shortened full polynomial
dimension n), the decoder performs a hard decision on each coefficient. Since
each of the N, coefficients fails independently with probability p, the overall
DFR follows the tail of the binomial distribution:

New

N
J=Tbeh+1 J

By choosing appropriate parameters t and ECC schemes, we ensure § < 277 =
2-*, which proves the theorem. a

Theorem 4.2 (Completeness of Lore. KEM). Under the same notations
and assumptions as in Theorem 4.1, Lore. KEM is also (1 — &)-correct. That is,
for every key pair (pk,sk) generated by PKE_KeyGen(1*), the shared keys K
(output by Encaps) and K’ (output by Decaps) are identical with probability at
least 1 — 9.

Proof. The decapsulation algorithm first recovers m’ via PKE_Decryption. If
decryption succeeds (i.e., m’ = m), then the recomputed ciphertext ¢’ equals the
original ¢, and consequently the derived keys satisfy K = K’. The probability of
decryption failure is exactly 6 by Theorem 4.1, hence the KEM is (1 —d)-correct.
No additional assumption on the hash functions is needed for correctness. a

4.2 Security Proof

We employ the Fujisaki-Okamoto transformation in the (Q)ROM to construct
KEMSs; therefore, the security proof of our KEM relies on the IND-CPA security
of the underlying PKE. In the ROM, Lore. KEM has a tight reduction from the
IND-CPA security of PKE. Due to the non-negligible decryption failure rate,
the standard FO reduction in the QROM is either inapplicable or loose. Thus,
we prove the IND-CCA security of Lore. KEM based on the non-tight QROM
reduction by proving the IND-CPA security of Lore. PKE, which aligns with that
employed in SMAUG-T [14].

Theorem 4.3 (IND-CPA security of Lore.PKE). Assume that Hye, s a
pseudorandom function, and that expandA, expandS are pseudorandom gener-
ators. Then for any adversary A against the IND-CPA security of Lore.PKE,
there exist adversaries By, By, Ba, B3, B4 such that

IND—-CPA PRF PRG
AdVLore.PKE ("4) SAdVngn (BO) + AdvcxpandA,cxpandS (Bl)

CRT_MLWR CRT_MLWR
+ Advmt,q,k,k,X (Bz) + Advn,t,q,k,k,x (Bs)

+AdVMLWE (134)7

n,q,1,k,x
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where the precise parameters for the CRT_MLWR and MLWE problems are as
defined in Sections 2.

Proof. We prove the theorem via a sequence of hybrid games Gy, Gq,...,Gs.
Let Adv; denote the advantage of the adversary in game G;.

Game Gy: This is the real IND-CPA game for Lore.PKE as defined in Sec-
tion 3.3. The challenger generates (pk,sk) using the genuine algorithms and
returns the encryption of p; for a random bit b.

Game Gi: Replace the function Hg., (used to derive seeds seeda, seedsy
from a master seed) by a truly random function. Any distinguisher between G
and G directly yields a distinguisher for Hye,,, so |Advy —Advy| < Adv?}i (Bo).-

Game G5: Replace the pseudorandom outputs of expandA and expandS by
uniformly random elements. By the pseudorandomness of these generators, we
have |AdV2 - AdV1| < AdVEx%SndA,expandS (Bl)

Game G3: In this game, the vector b’ (the decompressed version of b) is
replaced by a uniformly random element of qu, instead of being derived as
b’ = Decompress(Compression(As)). By the CRT_MLWR, assumption (Defini-
tion 2.8), the tuple (A, by, b,) is indistinguishable from random; after decom-

pression, b’ becomes uniform. Hence |[Advs — Advsy| < AdeEﬁjﬁ%}QR(Bg).

Game G4: Here we replace the compressed ciphertext components C;q and
k
q7
from the rounding set Sg; (the set used for public-key compression, see Sec-

tion 3.2). Under the same CRT_MLWR, assumption applied to C,, we obtain

|Advy — Advs| < Advy TR (Bs).

C.,; by uniformly random elements: C;, < R, and C;, is sampled uniformly

Game Gj5: Finally, we replace the compressed C, and C;, by uniformly
random elements: C}, ¢ [Rq|sg, (Where Sgy is the rounding set for C,) and
C!, + R;. By the MLWE assumption (specifically, the term b’"s’+¢” is pseudo-
random), the distribution of (C,,, Cy,) is indistinguishable from uniform. Thus
|Advs — Advy| < Adv P W) (By).

In Gj5, the ciphertext components are all independent of the message fu,,
hence the adversary’s advantage is zero. Chaining the bounds gives the desired

inequality. ad

Theorem 4.4 (IND-CCA security of Lore. KEM [10]). Let G and H be
quantum-accessible random oracles, and assume that the deterministic PKE ob-
tained from Lore.PKE by fizing randomness is e-injective (i.e., for any public
key, the probability that two distinct messages encrypt to the same ciphertext is
at most €). Then for any IND-CCA adversary A making at most Qpec decapsu-
lation queries, Qg queries to G, and Qg queries to H, at quantum depth at most
de and dp respectively, there exist adversaries By (IND-CPA) and By (against
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finding a decryption-failing ciphertext) such that

AdvINDECA (A) <21/ (de + 2) (AdvIND LSRR (By) + 8(Qa + 1)/|M])
+ AdvEgepre(Be) + 4V duQu /M| + €,
where | M| is the message space size.

The bound follows from the generic QROM security proof for the FO* trans-
form given in [10]. The IND-CPA security of Lore. PKE (Theorem 4.3) can be
plugged into this bound to obtain concrete parameters.

4.3 Cost of known attacks

For the concrete security analysis, we list the best known lattice attacks and
consider their costs for attacking our scheme. All the best known attacks rely
on the Block-Korkine-Zolotarev (BKZ) lattice reduction algorithm [13, 24, 35].
The BKZ algorithm is a lattice basis reduction algorithm that repeatedly uses
a Shortest Vector Problem (SVP) solver in small-dimensional projected sublat-
tices. The dimension b of these projected sublattices is called the block-size. BKZ
with block-size b hence relies on an SVP solver in dimension b. The block-size
b governs both the runtime cost of BKZ and the quality of the reduced basis it
produces. It provides a quality/time trade-off: If b gets larger, better quality will
be guaranteed, but the time complexity for the SVP solver will exponentially
increase. The time complexity of the b-BKZ algorithm is the same as the SVP
solver for dimension b, up to polynomial factors. Hence the time complexity dif-
fers depending on the SVP solver used. The most efficient SVP algorithm uses the
sieving method proposed by Becker et al. in [8] which takes time = 20-292b+0(b)
The fastest known quantum variant is proposed by Chailloux and Loyer in [12]
and takes time a 20-2570+0(b)

To evaluate the concrete hardness of the underlying MLWE problems, we
utilize the Lattice Estimator library [2]. Unlike the simplified Core-SVP method-
ology [3] which typically ignores polynomial factors, we adopt the MATZOV cost
model [38] for classical security (accounting for polynomial overheads) and the
ChaLoy21 model [12] for quantum security (representing a conservative Quan-
tum Core-SVP hardness) which correspond to the latest version of the Lattice
Estimator library.

Even though the MLWR problems have some extra algebraic structure com-
pared to the LWE problems, we do not currently know how to exploit it to
improve the best known attacks. For this reason, we estimate the concrete hard-
ness of the MLWR, problems over the structured lattices as the concrete hardness
of the corresponding LWE problems over the unstructured lattices.

We summarize the costs of the known attacks in Table 2. In the table, the
required block-sizes for BKZ and the costs of the attacksare estimated using the
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Lattice Estimator library [2] with the aforementioned models. The parameters
for MLWE problem are chosen based on the above analysis.

Primal attack. Given an LWE instance (A,b) € Z];Xl X Zf;, we first define
the lattices A, = {v € Z"*™*!l : Bv =0 mod ¢} for all m < k, where B =
(Apy|Ide [bpy,) € ZTX(l+m+1)7 Aj,) is the uppermost m x [ sub-matrix of A
and by, is the uppermost m-dimensional sub-vector of b. As (A,b) € Z’;Xl X Z’;
is an LWE instance, there exist s and e short such that b = As + e. This implies
that (s|e|] — 1) is a short vector of A,,. The primal attack consists in running
BKZ on A,, to find short vectors. The variable m is optimized to minimize the
cost of the attack.

Dual attack. Given an LWE instance (A,b) € ZF*! x Z¥ we first define the
lattices A/, = {(u,v) € Z™ x Z! : A[;]u —v =0 mod g} for all m < k, where
Ay, is the uppermost m x [ sub-matrix of A. If (u,v) is a short vector in
Al then uTb[m] =v's+ uTe[m] is small if b = As + e for short vectors s
and e, and is uniformly distributed modulo ¢ if b is uniform and independent
from A (here e, refers to the uppermost m-dimensional sub-vector of e). This
provides a distinguishing attack. The dual attack consists in finding a short
non-zero vector in the lattice A/, using BKZ. The variable m is optimized to
minimize the cost of the attack.

5 Performance

5.1 Parameter Sets

We propose four distinct parameter sets for the Lore PKE scheme, designed to
meet the 128, 256, 384 and 512-bit classical security levels according to the re-
quirements of NICCS [32]. All parameter sets are instantiated within the poly-
nomial ring Riq = Zg[z]/(z™ + 1), with a fixed base modulus ¢ = 257. The
security-dependent factor ¢ is chosen as a small power of two (2 or 4) to achieve
the desired DFR while keeping the CRT representation efficient.

The cryptographic properties of the scheme are determined by the following
choices, which are summarised in Table 2:

— Fixed-Weight Secret Distribution. The secret vectors s,s’ € qu are
sampled from a distribution where the total number of coefficients equal to
each value in {—2,—1,0,1,2} is fixed across all k polynomials. The exact
counts for each security level are given in the notes of Table 2. This design
reduces the DFR and improves efficiency, at the cost of a slight security loss
that is accounted for in the SVP estimates.

— CRT-Compressed Noise Distribution. The cryptographic noise (e.g.,
the errors €7, €9, €3 introduced in Theorem 4.1) arises from the rounding
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steps of CRT Compression. Its distribution is fully determined by the pa-
rameters ¢ (for the Z; component) and [ (for the Z, component of C,). This
deterministic, discrete error is easy to analyse and allows for tight DFR
bounds.

— Bandwidth Computation. The sizes of public key, ciphertext and secret
key are computed as follows (all sizes are in bytes):

. log,t —1
e Public key: 32 (for seed4) plus k- n - 8.008 + (logy ), where 8.008

8
is the average number of bits needed to encode a Z, element after the

lossless coding of Algorithms 1 and 2, and log, ¢ — 1 is the size of the
rounding set used for the Z; component (see Section 3.2).

8.008 + logy t — I +logyt

e Ciphertext: k-n - 1 for the C, part, plus n -
for the C,, part, where [ is the number of bits to which the Z, component
of C, is compressed.

e Secret key: For each of the k polynomials, the secret key stores:

1. a 2-byte counter indicating how many non-zero coefficients are present
in the t-polynomial;

2. asparse representation of the ¢-polynomial (each non-zero term stored
as a pair (index, value), requiring 2 bytes per term);

3. a dense representation of the g-polynomial, stored using the lossless
coding of Algorithms 1 and 2 (hence occupying n x 8.008/8 ~ n
bytes, rounded up to the nearest integer; for n = 512 this is 513
bytes in practice, but we use 512 bytes for simplicity by packing
the 9-bit values into 8-bit storage with a small overhead — the exact
figures are given in Table 2).

Consequently, the total secret-key size is k x (2 + 512) + TotalHWT x
2 bytes, where TotalHWT is the total number of non-zero coefficients
across all k£ t-polynomials.

The concrete values for n, k, t, [, the rounding set sizes, the fixed-weight
counts, the error-correcting code strategy, the resulting DFR, and the estimated
classical and quantum security levels are listed in Table 2. The hardness esti-
mates were obtained using the Lattice Estimator [2] with the MATZOV [38] and
Chailloux—Loyer [12] cost models for classical and quantum security, respectively.

5.2 Performance Analysis

We evaluate the performance of the reference implementation of Lore. Cycle
counts were measured using the CPU’s timestamp counter; we report both
the median and the average over 10,000 executions of each function. The ref-
erence implementation and the security estimation scripts are publicly available
at https://github.com/pq-CUC/Lore.
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Table 2. Parameters for the Lore PKE/KEM Scheme

Security Level A 128 256 384 512
n 512 512 512 768
K 128 256 384 512
k 1 2 3 3
t 2 2 4 4
Skl 1 1 2 2
l 1 1 1 1
Secret Distribution FW [1]| FW [2] FW [3] FW [4]
ECC Strategy [5] kvee = 4((512,256,28)(512,384,14)|(768,512,25)
DFR (log,) -130.78 -259.28 -395.97 -528.55
BKZ block-size (Classical) || 356 837 1258 1952
Classical Hardness (bits) || 131.09 265.77 384.35 580.32
BKZ block-size (Quantum)|| 379 856 1282 1982
Quantum Hardness (bits) || 97.41 220.53 329.53 509.47
Ciphertext size 641 1153 1921 2886
Public key size 545 1058 1763 2626
Secret key size 821 1942 3704 5373

Note [1]: For a secret vector with k = 1, the total coefficient counts across all
three polynomials for values ‘{-2, -1, 0, 1, 2}’ are exactly ‘{1, 50, 410, 50, 1}".

Note [2]: For a secret vector with k = 2, the total coefficient counts across all
three polynomials for values ‘{-2, -1, 0, 1, 2}’ are exactly ‘{12, 140, 720, 140, 12} .
Note [3]: For a secret vector with k& = 3, the total coefficient counts across all
four polynomials for values ‘{-2, -1, 0, 1, 2}’ are exactly ‘{60, 270, 876, 270, 60}’.
Note [4]: For a secret vector with k = 3, the total coefficient counts across all
four polynomials for values ‘{-2, -1, 0, 1, 2}’ are exactly ‘{60, 420, 1344, 420, 60} .
Note [5]: For achieving 128-bit security, we employ repetition code with kyec = 4.
For achieving 256-bit, 384-bit, and 512-bit security, we employ BCH codes. The
parameters (n, r,7) of a BCH code denote the codeword length, message length,

and error-correcting capability, respectively.
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At the theoretical level, the main overhead of loreKEM during the key gen-
eration phase is the generation of the random matrix A, one matrix-vector NTT
operation modulo ¢, and one matrix-vector multiplication modulo ¢; during the
encapsulation phase, the main overhead is the generation of the random matrix
A, two matrix-vector NTT operations modulo ¢, two matrix-vector multiplica-
tions modulo ¢, and one encoding operation; during the decapsulation phase, the
main overhead is the generation of the random matrix A, three matrix-vector
NTT operations modulo ¢, three matrix-vector multiplications modulo ¢, and
one decoding operation.

Tables 3 and 4 compare the performance and bandwidth of Lore and Kyber [6]
on a generic x64 platform. For a fair comparison, we used the same benchmarking
environment described below.

As shown in Table 3, Lore achieves significantly smaller combined public-
key and ciphertext sizes than Kyber at all security levels (especially at high
security levels, supporting our observation that a fixed modulus inherently limits
bandwidth optimization), while simultaneously attaining a DFR tightly aligned
with the target security strength (e.g., 27130 for 128-bit security and 27266 for
256-bit security). The bandwidth reduction ranges from 25% to 30% compared
to Kyber, confirming the effectiveness of CRT Compression.

In terms of computational cost, as shown in Table 4, Lore is computation-
ally slower than Kyber in raw cycle counts due to the separate arithmetic in
R4 and R;. However, when the estimated transmission cost of 2,000 cycles per
byte (as suggested by the NIST status report [1]) is factored into the total cost,
Lore’s substantial bandwidth advantage more than compensates for its computa-
tional overhead. Comparing equivalent security levels, Lore demonstrates a clear
advantage: at the 128-bit security level, Lore-128 reduces the total cost by ap-
proximately 20% compared to Kyber-512; at the 256-bit security level, Lore-256
outperforms Kyber-1024 by roughly 24%. This confirms that for typical network
scenarios, Lore’s compact bandwidth effectively translates into highly competi-
tive overall performance, outperforming comparable schemes despite its modest
computational cost. Besides, we summary the performance of the SM3 version
with the experiment results shown in Table 5 by utilizing the function interface
provided by NGCC.

The reference implementation of Lore KEM (using SHAKE/SM3 with no
architecture-specific optimizations) was compiled and executed on an x86.-64
machine running Ubuntu 20.04.6 LTS (Linux kernel 5.15.0-139-generic) with
GCC 9.4.0. The CPU clock speed was 2.9 GHz. For each security level (Lore-L1
through Lore-L4), the build process consists of navigating to the corresponding
subdirectory (e.g., Lore-L1) and running make clean && make KAT KEM <level>
&& ./KAT KEM <level>, where <level> is 1, 2, 3, or 4. The compiler flags used
for all builds are -03 -DNDEBUG -D_GNU_SOURCE -std=gnull -D_POSIX_C_SOURCE=199309L.
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Deterministic known-answer tests (KAT) are generated using the provided KAT_KEM. c,
drng.c, and auxiliary files; the output must match the test vectors in Test_Vectors/
KAT_KEM_Lore-Lx.txt. Performance benchmarking of the IND-CPA primitives
(indcpa_keypair, indcpa-enc, indcpa-dec) was performed on the same sys-
tem, pinning the process to core 0 (CORE=0) with 1,000 warm-up iterations and
10,000 measurement iterations, using the rdtsc_x86 cycle counter. Although
the machine is equipped with an NVIDIA GeForce RTX 3090 GPU, all cycle
measurements are CPU-only; the GPU was not used for any PQC operation.

To further evaluate scalability across platforms, we present test results on an
ARM platform in Table 6. The test platform is an Ubuntu 22.04.4 LTS system
running on aarch64 architecture (Linux kernel 5.15.0-94-generic) with a HiSil-
icon 8-core CPU (2.9GHz, 1 socket, 8 cores, no SMT), equipped with 15 GiB
of RAM and caches of 512 KiB L1d, 512 KiB L1i, 4 MiB L2, and 32 MiB L3.
The compiler used is GCC 11.4.0. Benchmarking is performed with the CPU
core pinned to core 0, a warm-up phase of 1,000 iterations, and 10,000 measure-
ment iterations; cycle counts are obtained via perf_event_open_aarch64 (with
perf_event paranoid set to 4). The results show that both Lore and Kyber
achieve a speedup of about 30% on the ARM platform, which further enlarges
the total-cost advantage of Lore over Kyber to 21%-25%, indicating that Lore
is highly scalable.

Parameter set DFR Ciphertext  Public key  Secret key CT+PK
Lore-128 -128.81 641 545 821 1186
Lore-256 -266.53 1153 1058 1942 2211
Lore-384 -387.20 1921 1763 3704 3684
Lore-512 -521.75 2886 2626 5373 5514

Kyber-512 -139 800 768 768 1568
Kyber-768 -164 1184 1088 1152 2272
Kyber-1024 -174 1568 1568 1536 3136

Table 3. Ciphertext, key sizes (bytes) and DFR of Lore KEM(SHAKE version), and
Kyber KEM.
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Table 6. Median and average cycle counts of 10000 executions for Lore KEM (SHAKE
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